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Introduction

Builders of cloud solutions know that the needs 
of enterprise customers change rapidly. Each 
challenge requires a new, innovative engineering 
response. By working closely with customers, Intel 
has gained valuable insight into what enterprises 
want from their cloud service providers (CSPs). 
We’d now like to share this information with you,  
as we feel it could be of interest to you as a 
Microsoft Azure cloud engineer. We’ve mapped 
the trends we’ve identified to the joint Microsoft 
Azure and Intel® technology portfolio to show how, 
together, we can meet future customer demands. 
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What do enterprise cloud customers want? 

The challenge for cloud service providers 

Economic uncertainty is the number one challenge 
enterprises face as we begin the new decade, yet many 
remain under pressure from investors to drive top-line 
revenue growth. As we know, organizations that can 
respond quickly to the market stand to gain the most 
financially. Meanwhile, customers now expect seamless and 
simple cross-channel experiences, compelling enterprises to 
tear down their traditional siloes in favor of a more holistic 
approach. 

Combined, these pressures mean business agility is more 
important than ever. When asked about their top priorities, 
71 percent of enterprises said they needed greater agility 
to react to changing customer needs and speed time 

to market, while 88 percent cited revenue acceleration. 
Meanwhile, just under half (47 percent) said cost reduction 
was a top priority, while nearly a third (29 percent) wanted to 
better manage regulatory and compliance risks and increase 
customer satisfaction1.

IT transformation is central to achieving these goals and the 
good news is that CIOs see the cloud as a key enabler of IT 
infrastructure and its modernization. Companies have, on 
average, around half of their workloads running on public 
and private cloud platforms. This figure is expected to rise 
to three-quarters by 2022, with roughly two-thirds of those 
workloads housed in shared public platforms within data 
centers built out by the major CSPs2. 

Despite the trend towards the cloud, enterprises are 
analyzing whether they’ll be able to capture the agility they 
need simply by shifting applications to cloud platforms. 
For success, CIOs acknowledge that they must first fully 
reassess the infrastructure stack and the way it works. 

Improving performance, powering innovation with artificial 
intelligence (AI), harnessing cross-company data, and 
enhancing security are all fundamental in delivering greater 
business agility and better-quality customer experiences.  
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The solution for Microsoft Azure

To help enterprises achieve business agility, enterprise  
cloud customers can look to Microsoft Azure and Intel to 
modernize their IT infrastructure stack in four ways. Here  
we highlight how cloud innovations from Intel serve a  
crucial role in each of these processes. 

1. Optimizing infrastructure for 
improved performance  
Running Azure virtual machines (VMs) on 2nd generation 
Intel® Xeon® Scalable processors lets you optimize application 
performance for web and data services, desktop virtualization, 
and business applications moving to Azure. 

For example, Microsoft Azure’s new general purpose and 
memory-optimized Azure VMs Dv4 and Ev4 families based on 
the 2nd generation Intel® Xeon® Platinum 8272CL processor 
deliver up to approximately 20 percent CPU performance 
improvement compared to their predecessors, the Dv3 and Ev3 
VM families3. Meanwhile, Azure Ddsv4-series VMs powered by 
2nd gen Intel Xeon Platinum 8272CL processors can complete 
up to 51 percent more web transactions per second than the 
Ds_v3-series VMs4.

2nd gen Intel Xeon Scalable processors feature Intel® 
Deep Learning Boost (Intel® DL Boost)—a set of embedded 
technologies designed to accelerate AI deep learning use 
cases such as image recognition, object detection, speech 
recognition and language translation. Intel DL Boost extends 
Intel® Advanced Vector Extensions 512 (Intel® AVX-512) with a 
new Vector Neural Network Instruction (VNNI) that significantly 
increases deep learning inference performance over previous 
generations5.

Intel® Optane™ persistent memory (PMem), a feature also 
introduced with the 2nd gen Intel Xeon Scalable processors, 
improves VM density for virtual desktop infrastructure (VDI) 
by up 22 percent without degrading the end-user experience6. 
This has potential to help CSPs like Azure improve scalability 
and lower total cost of ownership (TCO) of in-demand, high-
performance VDI workloads. If you have a workload that 
requires a large memory footprint, the first step toward 
accessing Intel Optane PMem is to ask your Intel account  
team for a demonstration. Bring your engineering colleagues 
along to the demo, and the Intel team can workshop how  
best to provide you with access. 

2. Transforming applications with 
artificial intelligence-powered 
innovations 
As enterprises get better at building AI algorithms, and data 
models become highly accurate and highly performant, 
developer workflows become the bottleneck constraining 
productivity. This doesn’t need to be the case. Intel® FPGAs,  
the Intel® Distribution of OpenVINO™ toolkit and ONNX Runtime 
bring the efficient deployment of AI at the edge via Azure Stack 
Edge into reach for more enterprises. 

Intel FPGAs can be reconfigured for different types of 
machine learning models. This flexibility makes it easy for 
enterprises to accelerate applications based on the most 
optimal numerical precision and memory model. Because 
FPGAs are reconfigurable, customers can stay current with  
the requirements of rapidly changing AI algorithms. 

The Intel Distribution of OpenVINO toolkit provides developers 
with improved neural network performance on a variety of Intel® 
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processors and helps them further unlock cost-effective, 
real-time vision applications. 

Also, customers can speed machine learning model 
inferencing across Intel® hardware using ONNX Runtime, an 
open-source project founded by Microsoft and supported by 
Intel. ONNX Runtime supports machine learning optimization 
across nGraph deep learning compiler, the Intel Distribution 
of OpenVINO toolkit and Intel® Math Kernel Library for  
Deep Neural Networks (Intel® MKL-DNN).

3. Harnessing the potential of data 
from across the organization  
Three-quarters of enterprise-generated data is created and 
processed outside a traditional data center or cloud7, and 
many enterprises want to speed time to results by processing 
this data close to its source. The ability to capture and 
harness data from across the organization is crucial.

Intel provides CPUs that enable Azure to meet any enterprise 
data processing need from high-performance 2nd gen Intel 
Xeon Scalable processors with built-in AI acceleration to 
power the most demanding Industrial Internet of Things 
(IIoT) use cases, to power-efficient Intel Atom® and Intel® 
Core™ processors.

Using Intel® Arria® 10 FPGAs, Azure Stack Edge enables 
customers to accelerate data inferencing and transfer 
data over the Internet to Azure Cloud in real time for deep 
analytics or to re-train and improve user models at scale.

4. Balancing security and control  
with the need for agility 
Finally, enterprises will be looking to Microsoft Azure 
to provide the best aspects of a cloud-to-edge digitally 
connected world—universal access, pooled resources, 
improved efficiency and agility—while still helping  
maintain privacy and trust. 

It’s common for data to be encrypted while it is in transit 
over the network and while it’s at rest in storage, but typically 
data is in an unencrypted state when it is in use, in memory. 
This leaves it open to attack from malicious insiders, hackers 
and malware, and other third parties. The challenges are 
how to prevent the threat posed by malicious insiders 
with administrative privileges or direct access to hardware 
on which data is being processed; how to protect against 
hackers and malware that exploit bugs in the operating 
system, application or hypervisor; and how to prevent other 
third parties accessing data without consent

Azure’s DCsv2 confidential computing VMs run on servers 
powered by Intel® Xeon® E-2286G processors with Intel® 
Software Guard Extensions (Intel® SGX) in a completely 
cloud-based virtualized environment. Ecosystem partners 
like Ajuna, Fortanix, and Scone are already harnessing Intel 
SGX to deliver more secure applications running on Microsoft 
Azure confidential computing DCsv2-series VMs.

Intel SGX offers hardware-based memory encryption that 
isolates specific application code and data in memory. Intel 
SGX allows user-level code to allocate private regions of 
memory, called enclaves, which are designed to be protected 
from processes running at higher privilege levels. Only Intel 
SGX offers such a granular level of control and protection. 
Because Intel SGX hardware helps protect data and keeps  
it encrypted while the CPU is processing it, even the 
operating system and hypervisor cannot access it, nor can 
anyone with physical access to the server, protecting it 
against malicious insiders.

Intel is bringing Intel SGX to the volume mainstream server 
platform with its upcoming 3rd generation Intel® Xeon® 
Scalable processors8. Intel SGX, along with new features 
that include Intel® Total Memory Encryption (Intel® TME), 
Intel® Platform Firmware Resilience (Intel® PFR), and new 
cryptographic accelerators will strengthen the platform and 
help improve the overall confidentiality and integrity of data.
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Next Steps

Intel technologies are helping Microsoft Azure to 
transform enterprise customers’ IT infrastructure  
and drive greater business agility. 

Get in touch with your Intel account team today to  
arrange a demo of Intel Optane PMem, and to discuss  
how Intel can support the cloud workloads you are 
defining and building.

Visit https://www.intel.com/content/www/us/en/
now/microsoft-cloud.html
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